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Introduction 

Provability-based semantic interoperability (PBSI) is a logic-based approach to infor-
mation sharing and joint reasoning among knowledge-driven systems that employ dis-
parate representation schemes.  The PBSI approach achieves a high degree of semantic 
interoperability without requiring a privileged interlingua ontology, and it preserves 
semantic consequences among ontologies even when bidirectional translation is im-
possible. 

In this chapter, we first describe semantic interoperability (§1), and the need for it 
within certain areas, e.g., in the Semantic Web and in the defense and intelligence 
communities (§2).  Next, we review two relevant prior approaches to semantic intero-
perability, their merits, and their shortcomings (§3).  Then, we formally present PBSI, 
including the treatment of ontologies, incremental ontology modification, translation 
graphs, and provability-based queries (§4).  Afterward, we present a concrete example 
of PBSI-enabled interoperability (§5), and summarize several other illustrative applica-
tions of the PBSI approach (§6).  As a capstone, we detail an extended example where-
in PBSI is used to enable automation of an unmanned aerial vehicle (UAV) so that it 
acts in accordance with rules of engagement (§7).  Finally, we consider future research 
directions (§8), and remark on PBSI’s role in system interoperability (§9). 



1. What is Semantic Interoperability? 

Prolification of knowledge-driven systems has spawned great diversity in reasoning 
capabilities.  Ideally, these systems ought to apply their reasoning capabilities to know-
ledge exchanged freely and transparently with their peers—and do so despite differenc-
es in underlying representation.  Unfortunately, lack of either a common representation 
scheme or an effective method for information exchange has greatly hindered meaning-
ful interoperability among knowledge-driven systems. 

Meaningful interoperability requires not only shared protocols for communication 
and information exchange (what we call syntactic interoperability) but also a shared 
meaning (what we call semantic interoperability) so that the understanding, and conse-
quences, of information are preserved faithfully across systems.  The former, syntactic 
interoperability, is well-addressed by standardized interchange formats such as XML 
[1], RDF [2], IKL [3], KIF [4], and Common Logic [5,6].  The latter, semantic intero-
perability, has, as of yet, no general solution; it continues to be an ever-present difficul-
ty in a number of areas, for example, in database integration. 

Existing approaches for addressing the problem of semantic interoperability (e.g., 
ontology mappings [7], schema matchings [8], and schema morphisms [9]) do achieve 
a modicum of success, and may be sufficient in certain limited circumstances.  Howev-
er, none of these approaches achieves semantic interoperability in the broad sense that 
we envision—a sense that requires seamless information sharing and joint reasoning.  
Of course, the sufficiency of any approach to semantic interoperability must be meas-
ured against the approach’s interoperability goals and a given situation’s technical re-
quirements.  The interoperability goals of our approach, PBSI, are meaningful informa-
tion sharing, and joint reasoning, among disparate knowledge-driven systems.  This 
pair of can be explicated as follows. 

Information Sharing references the capability to take information expressed in the 
language of one ontology, and re-express it in the language of another.  Note, the 
ability to re-express, or translate, knowledge from one system to another does not 
guarantee the ability to do the reverse, that is, to translate knowledge in the other 
direction [10].  Asymmetries of translation can arise, for instance, from a differ-
ence in subject coverage or in the expressivity of representation formalisms.  
Meaningful information sharing requires meta-knowledge about the ontology 
translations, that is, knowing what types of information can be translated from 
source ontology to target ontology, and what types of information cannot be 
translated. 

Joint Reasoning references the capability to reason over the knowledge contained in a 
number of systems while preserving semantic consequences between systems.  
Note that such reasoning is possible, and profitable, even among systems that 
cannot share information—that is, where transition between systems is impossi-
ble.  For instance, a sentence in a knowledge-base may have semantic conse-
quences in another knowledge-base, even if it cannot be translated to the other 
knowledge-base.  Meaningful joint reasoning requires meta-knowledge about on-
tologies and understanding of the relationships between ontologies. 

These interoperability goals dictate that we adopt an expressive formalism, and rigor-
ous process, for capturing the complex relationships of ontology vocabularies and be-
tween multiple ontologies. 



Given that knowledge-driven systems play increasingly critical roles in our “tech-
nologized” world, and the subtle ways in which semantic errors may arise, the trust-
worthiness of interoperating systems can only be established through formal analysis 
and verification.  This analysis and verification speaks not only to the interoperability 
approach, but also to output products, for example, query responses.  Mission-critical 
interoperating systems ought to produce inspectable justifications for query results.  
We evaluate PBSI and other approaches to semantic interoperability using provability-
based queries—queries wherein the response is accompanied by a justification.1  This 
evaluation methodology reveals the limitations of prior approaches (e.g., inability to 
capture asymmetry in translation, or to ensure translatability of semantically relevant 
information), and yet is general enough to subsume more common query-correctness 
evaluation methods. 

2. The Need for Semantic Interoperability 

In the Semantic Web.  The Semantic Web requires that data be published in a structured 
and meaningful way.  When it is, information from many sources can be used and 
combined easily.  Currently, this requirement is met at the syntactic level by generat-
ing, storing, and presenting information in RDF [19] using, e.g., RDFS [2] or OWL 
[20].  At the semantic level, this requirement is only partially met, and even then, only 
because developers possess detailed knowledge about all of the ontologies on which 
their applications depend.  The complete vision of the Semantic Web will be realized 
only when web-oriented systems share information without a priori knowledge about 
their peers [21]. 

In the Defense and Intelligence Communities.  The defense and intelligence communi-
ties recognize the need for information sharing, and actively sponsor research on inte-
roperability.  Results of this sponsorship include the DARPA Agent Markup Language 
(DAML) [22] for the markup of information, DAML+OIL [23] for describing ontolo-
gies, and the IKRIS Knowledge Language (IKL) [3] for describing relationships be-
tween, and exchanging information among, ontologies.  Furthermore, past, present, and 
future development of knowledge-driven systems within the defense and intelligence 
communities exposes the need not just for static information sharing, but for dynamic 
collaboration as well.  Only full semantic interoperability can ensure the trustworthi-
ness of such knowledge-driven systems. 

3. Relevant Prior Approaches to Semantic Interoperability 

We review two prior approaches to the problem of semantic interoperability, namely, 
schema matchings, and schema morphisms.  In the review, we consider: (i) whether an 
approach is logically based; (ii) whether asymmetry in translation is preserved; and (iii) 
whether semantic consequences can be obtained even when translation between ontol-
ogies is impossible. 

                                                           
1 Our evaluation methodology accords with the traditions of logic-based artificial intelligence and cognitive 

science [11,12,13,14,15,16] and logic-based semantic interoperability [17,18]. 



Both schema matchings and schema morphisms have achieved a degree of seman-
tic interoperability in real-world applications.  However, neither approach possesses the 
necessary qualities for full semantic interoperability, nor produces the inspectable justi-
fications needed to ensure trustworthiness.  By building on the foundation laid by these 
prior approaches, our method of PBSI takes a further step toward the ideal. 

Schema Matchings.  Schema matchings are applicable when the subject domains and 
vocabularies of two ontologies are similar, and the information expressed within them 
is not overly complex.  In a schema matching, two corresponding terms from the voca-
bularies are presumed synonymous; this allows certain expressions from either ontolo-
gy to be syntactically recast into the other.2  Schema matchings are non-logical.  Voca-
bulary terms are matched based on lexical considerations.  For example, a matching 
might be based on the fact that one ontology’s ‘lname’ field and the other ontology’s 
‘surname’ field share the lexical component ‘name.’  Schema matchings are one-to-one 
between vocabulary terms; therefore, any asymmetry is discarded.  Schema matchings 
do not allow semantic consequence to be transferred when translation is impossible: 
when there is no match for a vocabulary term, the consequences of information ex-
pressed using that term are restricted to the native ontology.  Schema matchings are 
meta-level artifacts expressed in a formalism that differs from the representational for-
malism of ontologies. 

Schema Morphisms.  A schema morphism maps a subset of expressions (as opposed to 
simply vocabulary terms) drawn from one ontology into expressions of another.  Like 
schema matchings, schema morphisms are non-logical, syntactic manipulations, but 
schema morphisms have some key advantages over schema matchings.  Firstly, schema 
morphisms allow the correctness of information translations to be formally verified 
[25].  Secondly, schema morphisms allow some semantic considerations to be realized.  
For example, a schema morphism might formally state that one ontology’s ‘full-name’ 
field corresponds to a function (e.g., concatenation) applied to the other ontology’s 
‘first-name’ and ‘lastname’ fields.  Thirdly, schema morphisms are able to capture 
some asymmetry in translation.  For example, concatenating one ontology’s ‘first-
name’ and ‘lastname’ fields may always yield a meaningful ‘full-name’ in the other 
ontology, but it is not necessarily the case that every ‘full-name’ can be decomposed 
into a meaningful ‘first-name’ and ‘last-name.’  Like schema matchings, schema mor-
phisms do not allow semantic consequence to be transferred when translation is im-
possible.  When an expression cannot be translated using a morphism, its semantic con-
sequences are restricted to its native ontology.  Schema morphisms, like schema match-
ings, are meta-level artifacts expressed in a formalism that differs from the representa-
tional formalism of ontologies. 

4. Provability-Based Semantic Interoperability 

We now lay out the components of provability-based semantic interoperability.  Specif-
ically, we describe: (i) how ontologies are represented; (ii) the incremental modifica-
tions used to construct ontologies; (iii) how the modifications are recorded and asso-
ciated with axioms in a translation graph; and finally, (iv) how provability-based que-
ries are used to evaluate PBSI. 

                                                           
2 The process of identifying and making schema matchings has been partially automated [8,24]. 



4.1. Ontologies 

We treat ontologies as pairs of the form Σ,  where Σ is a signature in a many-sorted 
logic, and Φ is a set of sentences in the language of Σ.

Φ

,

… ,

AddSort , , ,  (1) 

RemoveSort , , \ ,

AddFunctor , , ,

RemoveFunctor , , , \  (4) 

However, ontologies require not only a 
To address this, we attach axioms to applications of atomic operations during signature 
construction (§4.3), and these axioms are ava
queries (§4.4).  Existing ontology description l
vari

lation of 
Figure 1).  The process 

of interrelating ontologies reduces to interrelating ontology signatures.  The process 
starts with an empty signature (i.e., one with no sorts or functors), and then the signa-

                                                          

3  Real-world interoperability 
does not always require the sophistication of many-sorted or first-order logics, but in 
cases where expressivity is needed, one has it, and the less demanding scenarios are 
easily handled in all cases as well. 

A signature in many-sorted logic defines the set of well-formed expressions of a 
particular language.  Formally, a signature Σ is a pair .   is a partition of the lan-
guage’s universe of discourse, and its cells are the sorts belonging to Σ.  The set of all 
sorts of all signatures is denoted , and thus .   is a set of functors.  A functor 

 is a function  where each .  If, for a signature , 
, then each ; that is to say, a signature contains every sort referenced by its 

functors.4 

4.2. Incremental Ontology Modifications 

Equations (1)–(4) define four atomic operations corresponding to primitive modifica-
tions that can be performed on ontology signatures.5  Using just these four atomic op-
erations, signatures can be constructed that specify the vocabulary of a language. 

 (2) 

 (3) 

vocabulary, but also vocabulary semantics.  

ilable when evaluating provability-based 
anguages include constructs for defining 

ous facets of vocabulary semantics.  Semantic Web languages, such as RDFS [2] 
and OWL [27], include constructs for defining class hierarchies and specifying proper-
ties of relations (e.g., transitivity and reflexivity).  In other systems, semantics are de-
fined via arbitrary axioms; e.g., Athena and KIF provide define-symbol [28] and 
deffunction [4], respectively, for introducing such axioms. 

4.3. Translation Graphs 

A translation graph is a visual trace of the incremental construction and interre
ontology signatures (an example translation graph is shown in 

 

, , ,

3 Many-sorted logic is reducible to standard first-order logic [26].  Our use of many-sorted logic is a matter 
of convenience—it facilitates parsimonious description of ontological constructs. 

4 A signature is actually a triple wherein the third element is a mapping from function symbols to functors, 
but to ease exposition, and because this mapping is not relevant here, we ignore this third element. 

5 There is one exception:  is undefined if  is used by any functors of . 



tures of individual ontologies are created (or recreated) by adding sorts, relations, and 
functions via the atomic operations defined above.6  The ontology signatures are then 

e
appro

t a  in the 
interrelated systems must be reasoned over, along with any ancillary information re-

pproach.  (We use the word ‘reason’ here in a very 
broad sense, and construe it to include, e.g., table transformations, algorithmic search, 

ogical ontologies that 
describe similar domains, but have no terms in common; and then we detail the evalua-
tion of a provability-based query over the constructed translation graph. 

le is simple, it demands capabilities beyond the 
 aforementioned prior approaches (§3).  Specifically, the example’s genea-

tion because there are some sentences that cannot be directly translated between the 

                                                          

interrelated by the gradual transformation of one signature into another.  This transfor-
mation is achieved by the successive application of atomic operations, and the associat-
ing of an axiom, called a bridging axiom, with each application. 

Formally, a translation graph is a directed graph whose vertices are signatures, and 
whose edges are relationships between signatures.  Associated with each edge Σ , Σ  
is an axiom that captures the relationship between Σ  and Σ .  Note that these relation-
ships are associative and transitive, thus a Σ , Σ_ -path in a translation graph captures 
the relationship between Σ  and Σ , and between the ontologies to which they belong. 

4.4. Provability-Based Queries 

A query is a yes/no question posed to a set of knowledg -driven systems that have been 
interrelated by some interoperability ach (e.g., schema matchings, schema mor-
phisms, and transla ion gr phs).  To answer the query, the information stored

quired by the interoperability a

model finding, and theorem proving.)  A provability-based query is a query whose 
yes/no response must be accompanied by an explicit justification. 

Formally, a query is a tuple Γ,  where Γ is a set of formulae, and  is a single 
formula of interest, the question.  In the simplest case, Γ consists of all the information 
in the interrelated ontologies along with the additional information generated by the 
interoperability approach.  In real-world applications, Γ can be restricted for various 
reasons, e.g., for efficiency, or to understand how different ontologies contributes to the 
answers. 

In our approach, justifications are formal proofs and models within many-sorted 
logic.  This results from the treatment of ontology vocabularies as signatures in many-
sorted logic, and of ontology knowledge and bridging axioms as formulae in many-
sorted logic.  (These justifications can be generated and inspected by existing tools; we 
inherit this benefit from prior research in formal foundations.) 

5. A Simple Genealogical Example 

We present a simple genealogical example to illustrate the use of translation graphs.  
We construct a small translation graph that relates two geneal

Though our genealogical examp
reach of the
logical ontologies have no semantically equivalent terms, thus schema matchings are 
ineffective.  Furthermore, schema morphisms would provide only an incomplete solu-

 
6 Creating, or recreating, one or more ontologies from the empty signature is largely a formality; we elide 

doing so when there is no danger of confusion. 



genealogical ontologies.  PBSI overcomes these difficulties by relating the ontologies 
by axioms extracted from a translation graph. 

,  and ,  hold just in case  is a brother or sister, respectively, 
of .   also includes axioms defining the se
one such axiom is Axiom (5), which states that no

Figure 1.  This translation graph interrelates  and , two genealogical ontologies.  Primitive modifica-
tions and corresponding bridging axioms appear as labels on the edges of the graph. 

5.1. Constructing the Translation Graph 

 relations , 
, and .  In addition, ,  holds provided that  is a child of ; 

mantics of its vocabulary.  For instance, 
 individual is its own child. 

,  (5) 

The s ontolog same sort,
, and .  

 are dis-
tinct and share at least one parent. 

,

l tion gr
added t ng wi xiom (7) tha
tion, of cour

o
theory to translate between ontologies.  Here, .  would be the intertheory for  and 

 because its vocabulary is the union of the vocabularies of  and .)  To complete 
our translation graph, the predicates , , and  are r

.  in a three-step process that results in .  This transformative process is traced in 
the  d by t

, (7

The first ontology, , has a single sort, , and the binary

econd y, , has the  , and two binary predicates 
,  is true if and only if  is a parent of , and 

,  holds if and only if  and  are siblings.   includes, for instance, 
Axiom (6) which defines :  and  are siblings exactly when  and 

, , ,  (6) 

Initially,  is the on y ontology in the transla aph.  The predicate  is 
o , alo th A t defines  in terms of .  This opera-

se, yields a new ontology, . , containing the terms , , 
, and .  To move toward ,  and Axiom (8) are added to . , 

yielding ontology . .  (One comm n approach in interoperability is to use an inter-

emoved from 

translation graph shown in Figure 1, and the bridging axioms produce his 
process are shown below. 

, ,  ) 

, , ,  (8) 



5.2.

 with respect to the translation graph and the ontologies 
that the graph interrelates.  Γ includes all axioms that define vocabulary semantics, any 
other declarative sentences in the ontologies, and the bridging axioms that interrelate 
the ontologies.  In the present case, Γ includes Axioms (5)–(8), and any other conte
of the knowledge-bases of  and .  The question, , posed in the query is: 

, ?  That is to say,  asks whether any individu
Evaluating this query generates a negative response: n

own sister, and, in fact, no such individual can ever exist within the given ontologies.  
wing form accompanies the response: If an 

individual were its own sister, then, by Axiom (8), it would be its own sibling.  An in-
, 

n  in v
instance, it is pa same 

all cent
lysis and visualization envi-

ronment designed for use in both formal (e.g., engineering, mathematics, logic) and 
informal reasoning (e.g., business and intelligence analysis).  Information in Slate is 

 language interface, Solomon.  Internally, how-
ever, Slate represents knowledge using many-sorted logic.  The use of many-sorted 
logi

orkshop 

 analysis tasks in a 
form that enhances support for analysts.”  [30] 

 Evaluating a Provability-based Query 

We now evaluate a query Γ,

nts 

al is its own sister. 
o known individual is its 

An explanatory proof of, roughly, the follo

dividual that is its own sibling by Axiom (6), must not be the same object as itself, but 
this is a contradiction.  Therefore, no individual can be its own sister. 

The purpose of this example has been to illustrate the construction and use transla-
tion graphs and provability-based queries.  We recognize that in the example, some of 
the difficulties typically encou tered  interoperability ha e been glossed over.  For 

rticularly convenient that the two ontologies happened to use the 
 sort.  Realistically, this is often not the case, and additional axioms are re-

quired to formalize the relationships between similar sorts. 

6. Illustrative Applications of PBSI 

The PBSI approach has been applied to a number of IC-relevant systems.  For illu-
stration, we present several applications of PBSI in §6.1–4.  For each illustrative appli-
cation, we describe the specific type of interoperability achieved, the systems involved, 
and then sketch some of details of the effort.  The illustrative applications given below 

er on our Slate [29] system. 
Slate is a domain- and ontology-agnostic argument ana

presented visually and through a natural

c enables automated reasoning tools such as theorem provers and model finders to 
be integrated easily with Slate, and generated proofs and models can be presented to 
users in a rudimentary graphical format (e.g., see Figures 3 and 4). 

6.1. Between Systems in the IKRIS W

The PBSI approach was developed, in part, to enable meaningful interoperability be-
tween systems participating in the IKRIS workshop, a Disruptive Technology Office 
(DTO) sponsored workshop on Interoperable Knowledge Representation for Intelli-
gence Support (IKRIS).  The IKRIS workshop addressed the problems of enabling “in-
teroperability of knowledge representation and reasoning (KR&R) technology devel-
oped by the multiple DTO programs and designed to perform different tasks, and how 
to practically represent knowledge that is relevant to intelligence



As part of the IKRIS workshop, three IC systems exchanged information as needed 
to solve collaboratively Case Study 4: Sign of the Crescent [31], an intelligence-

re not 

ulti-system tests were designed to imitate 

ch as ar-

 on how high-level abstractions in Slate, e.g., “John flew from 
Albany to Chicago,” could be translated to and from low-level descriptions of events in 
GeoTime, e.g., “John is a participant in a transportation event, .  A Boeing 747 parti-
cipates in .   began at 3:00 at 42°44'54''N 73°48'06''W.  ended at 5:00 at 

analysis training scenario used at the Joint Military Intelligence College.  Specifically, 
the three systems were KANI [32], Noöscape [33], and Slate [29], and each system 
used a different knowledge representation scheme: KANI used Common Logic [5,6], a 
predecessor to IKL, Noöscape used CycL [34], and Slate used many-sorted logic.  The 
IKRIS evaluation included three types of interoperability tests (viz., round-trip, system-
to-system, and multi-system), and culminated in a capstone demonstration [35]. 

Round-Trip Tests.  In the round-trip tests, information was translated from a system’s 
native knowledge representation format into IKL [3], and then back into the system’s 
native format.  The round-trip was considered successful if the valid inferences were 
preserved through the translation.  Because each of the three systems employed differ-
ent representation schemes, the round-trip tests involved not only changes in ontology, 
but also in language semantics and syntax. 

System-to-System Tests.  After systems completed round-trip tests, they progressed to 
system-to-system tests.  The system-to-system tests determined whether the translators 
from IKL to participant systems would properly handle formulae that we
handcrafted in IKL but products of other translators.  For instance, a KANI knowledge-
base would be translated into an IKL knowledge-base, which was then translated into a 
Noöscape knowledge-base.  The test was considered successful if consequences of the 
original knowledgebase were also consequences of the final knowledge-base. 

Multi-System Tests.  Finally, after successful round-trip and system-to-system tests, the 
multi-system tests were performed.  The m
the flow of information between specialized analysts working collaboratively on a task, 
yet using different analytical software.  The knowledge-bases for the multi-system tests, 
and ultimately the capstone demo, were drawn from Case Study 4 [31].  To mimic the 
workflow of multiple analysts, no system contained all of the relevant information; 
instead, information in the case study was partitioned according to analytic specialties, 
for example, finance, and sociology.  The multi-system tests were qualitative; evalua-
tion considered whether the interoperability of systems aided case study resolution.  
The multi-system tests also revealed a need to exchange analytic artifacts su
guments and possible models of the world—first-class results in the analytic process 
[36,37,38].  In the workshop, a point solution met this need; we return to the topic of a 
general solution in §8. 

6.2. Between Slate and Oculus’ GeoTime 

Interoperability between Slate and Oculus’ GeoTime [39,40] focused on automatic 
translations between low-level descriptions and high-level abstractions.  The GeoTime 
tool provides analysts with sophisticated visualizations of interleaved geospatial and 
temporal information.  The benefits of Slate and GeoTime interoperability included 
allowing analysts using Slate to access GeoTime’s visualization tools, and allowing 
analysts using GeoTime access to Slate’s argumentation and reasoning capabilities.  
Interoperability focused



41°58'43''N 87°54'17''W:” More generally, corresponding high-level abstractions were 
inferred from the existence of events and assertions about events, e.g., their types and 

e

nt uch of the information that an analyst interested in the docu-
ment would use in constructing related arguments and reports.  Interoperability focused 

epresentations into propositions ex-
pressed by the documents.  For instance, given HITIQA knowledge that “document  

r ed linguistic 
content to proposition expressions.  As a result, domain-specific linguistic content is 

ry, ontology-
agnostic, controlled natural language. 

 are not limited to simple paths: they may be 
complex networks that integrate knowledge across multiple ontologies. 

participants. 

6.3. Between Slate and SUNY Albany’s HITIQA 

Interoperability between Slate and the University at Albany’s High-Quality Interactive 
Question Answering (HITIQA) System [41] transformed structured document repre-
sentations into propositional content then used in Slate-based argumentation analysis.  
HITIQA is a QA system that retrieves documents from a corpus based on an interactive 
question-and-answer dialogue with users.  Internally, HITIQA employs natural lan-
guage processing to produce structured representations of docum nts, and documents 
are retrieved based on HITIQA’s assessment of their structured representation’s rele-
vancy to user questions.  HITIQA’s formal representation of documents is used for 
retrieval, but co ains m

on translating HITIQA’s document-centered r

describes an attack,” “the event described by  was performed by ,” and “  is the 
object of the event described by ,” it can be inferred that “  attacked .” 

6.4. Between Slate and Discourse Representation Theory-Based Systems 

Interoperability between Slate and systems based on Discourse Representation Theory 
[42] enabled translation between controlled natural language and many-sorted logic by 
transforming ontology-agnostic reified representations to ontology-specific proposi-
tions.  Slate’s natural language interface (Solomon) is based on Attempto Controlled 
English (ACE) [43,44], a restricted subset of English grammar designed to be easily 
read and written by humans, and unambiguously parsed by machines.  ACE text is 
parsed into discourse representation structures (DRSs) containing reified linguistic con-
tent.  In turn, the DRSs are translated into many-sorted logic.  Using a user-specified 
signature, the translation from DRSs to many-sorted logic maps the eifi

translated to ontology-specific propositional content via an intermedia

7. Automating an Unmanned Aerial Vehicle: An Extended Example 

As a capstone, we present an example wherein the process of vetting targets for an un-
manned aerial vehicle (UAV) is automated.  Specifically, four data-source ontologies 
are made available, by PBSI, to a fifth ontology that contains a targeting policy.  This 
example illustrates several of PBSI’s advantages, namely, (i) only construction of the 
translation graph requires knowledge of multiple ontologies; (ii) ontologies may be 
models of systems, that is, interoperating systems need not be implemented as know-
ledge representation systems; (iii) though not proscribed, an intertheory is not required; 
and (iv) interoperability relationships



Table 1.  The Geospatial ontology signature. 

Sorts ,   
Predicates  
  
  
  
Functions  
  

 

7.1. Ontologies 

ntologies (de-

troller—
ated—must be aware of, and reason over the information collectively 

ontologies; hence the need for PBSI. 

nsible for knowing its own location and what points are in range.  
 and he 

 l gic-based s pti
al, continually u

 as asserting form  

                                                          

In this UAV example, declarative information is distributed across five o
scribed in §7.1.1–5).  Each ontology’s vocabulary is limited to the terms needed to ex-
press information within a particular domain.  This conceptual compartmentalization 
allows knowledge engineers to use the simplest terminology possible, and removes the 
need to know the vocabulary of other external ontologies.  To illustrate, the Geospatial 
ontology given in §7.1.1 has vocabulary terms for mapping geospatial coordinates (e.g., 
latitude and longitude) to buildings, and terms for classifying buildings (e.g., as aca-
demic, medical, or residential).7  In contrast, the ontology given in §7.1.4 has vocabu-
lary terms for capturing various capabilities of UAVs (e.g., flight range, maximum alti-
tude, and stall speed).  It is appropriate for these two ontologies to be distinct because 
there is little, if any, semantic overlap between them.  However, a UAV con
human or autom
expressed in, these 

7.1.1. Geospatial 

The Geospatial ontology (shown in Table 1) includes two sorts,  and , 
denoting buildings and geospatial coordinates (points).  Furthermore, the ontology in-
cludes two functions,  and  map between buildings and 
points.  Given a point ,  denotes the building closest to point , 
and given a building ,  denotes the point at the center of the build-
ing.  The Geospatial ontology also has a binary relation, , and a number of 
monadic predicates that describe various types of buildings, e.g., .  For exam-
ple, buildings  and  are declared adjacent by ,  and  
declares that  is a school. 

7.1.2. UAV Data 

The UAV is respo
The UAV’s ontology (shown in Table 2) includes the sorts , and t
predicates , and .  That a point  is in the range of the UAV at time  
is denoted , .  While the UAV might not contain a declarative knowledge-
base, in the tradition of o ubsum on architectures [46,47], data from the 
UAV is considered a virtu pdated, knowledge-base.  Commanding the 
UAV is similarly recast ulae in the UAV’s virtual knowledge-base. 

 
7 The geospatial ontology presented here is simplistic.  For realistic geospatial ontologies, see [45]. 



The UAV is command  to target a point  by asser in the 
tual knowledge-base. 

ed ting  UAV’s vir-

rgent Locations 

n this

s 

AV are also captured in an ontology (shown in Ta-

Conceptu we w utom AV contro intent to hav
 unscathed.  In this

t  of a simple tar n policy.  Policies for 
target selection are captured in a modified MMOI ontology (shown in Table 5), where 

igmorean elements of motive, means, opportunity, and intent.  

 ly 

                                                          

Table 2.  The UAV Data ontology signature. 

Sorts ,   
Predicates  
  

 
Table 3.  The Known Insurgent Locations ontology signature. 

Sorts , ,  
Predicates  
  

 
Table 4.  The UAV Capabilities ontology signature. 

Sorts   
  

 

7.1.3. Known Insu

To decide whether a building is a potential target, the UAV controller needs to consider 
whether there might be known insurgents in the building.  (While there certainly are 
other relevant criteria that ought to be factored in deciding whether a building is a po-
tential target, i  example we consider only whether a building has insurgents in it.)  
The ontology of known insurgent locations (shown in Table 3) includes three sorts, 

, , and , and two predicates,  and .  
That a person  is in a building  at time  is denoted by , , , and that 

 is a known insurgent is denoted by . 

7.1.4. UAV Capabilitie

The particular capabilities of the U
ble 4), though in this example, the capabilities are simplified and abstracted into a sin-
gle unary predicate, , that applies to elements of the sort . 8   
Thus,  asserts that the UAV is capable of destroying building . 

7.1.5. An MMOI-Based Targeting Policy 

ally, ish to a ate realization of the U ller’s e 
the UAV destroy certain targets, and to leave certain others  example, 
hough, we detail only the automation get-selectio

‘MMOI’ stands for the W
In MMOI frameworks, an agent intends to perform an action for which it has motive, 
means, and opportunity.  In our modified MMOI ontology, intent is implicit: the auto-
mated UAV system implicitly intends to destroy any permissible target for which there 
is motive, means, and opportunity; furthermore, the system will act autonomous to 

 
8 We are unaware of any actual UAV capability ontology, but the practice of codifying device capabili-

ties—e.g., those of mobile computing devices [48]—is widespread in other domains. 



achieve its intent.  The MMOI-based ontology includes the sorts , , and 
, , and .  The 

, which is used to denote the action of de-

g reason o
Reason bsum  by t  predicate , which

, , , ,

UAV is  

Opportunity.  The UAV has  to destroy a building  when the building is 
within the range of the UAV; this is formally stated in Axiom (11). 

, and the predicates , 
ontology also includes a function 

Table 5.  The MMOI-Based Targeting Policy ontology signature. 

Sorts , ,  
Predicates  
  

 
  
 
Functions  

 

stroying a building.  Specifically, ,  denotes the action of destroying 
building  at time .  The meanings of , , , and 

 are explained as follows. 

Motive.  The  predicate holds on an action if there are reasons that the action is, 
in some way, desirable.  In the present example, the UAV has motive to destroy a 
building if an insurgent is in the building, and this is formally stated in Axiom (9).  Of 
course, one may have motive for an action as well as a reason not to act.  For instance, 
there would be motive to target a building containing known insurgents, but if the 
building were a school full of children then there is a compellin  not t  fire.  

s for not acting are su ed he  is ex-
plained shortly. 

,  (9) 

Means.  The physically capable of destroying some buildings, but not others. 
For instance, the UAV may be able to destroy residential and office buildings, but it 
might be less effective against fortified buildings such as concrete bunkers.  The UAV 
Capabilities ontology (§7.1.4) used  to indicate that the UAV is capa-
ble of destroying building .  Thus, Axiom (10) formally states that when a building  
is , the UAV has  to  . 

, ,  (10) 

, , ,

s impermissib .  Ax 2) defin predicate, 
, in terms of , , and .  (Needless to say, in a real 

targeting policy, the semantics of  would be m

 (11) 

Permissibility.  Some actions are impermissible (e.g., destroying occupied schools and 
hospitals) even when , , and  are at hand.  The 

 predicate is used to modulate what, if any, actions are actually taken.  
For instance, schools, hospitals, and embassies are considered protected buildings, thus 
it i le to target them iom (1 es a new 

uch more complex.) 



 (12) 

Notice that an unprotected building is not necessarily a permissible target.  Targeting 
mechanisms and other physical systems have a degree of inherent imprecision.  This 
imprecision is addressed in Axiom (13), which formally states that it is permi
destroy a building if the building is not protected and it is not adjacent to a protected 

ent inc de, for e whether buil
lawful comba

,

Targeting Criterion.  The four elements of the modified MMOI framework can be 
combined into a single target selection policy dictating when the UAV c
target the location of a given building  at a specified time .  This targeting policy is 

, ,

ssible to 

building.  This definition of permissibility is obviously simplified: typical considera-
tions in rules of engagem lu xample, dings are occupied by 

tants, unlawful combatants, or non-combatants, and the extent of resulting 
collateral damage.  Adequate representation of such considerations requires full-
fledged deontic logic [49,50,51]. 

,
 (13) 

an, and will, 

formalized in Axiom (14), and it states that the UAV will target (i.e., attack) the loca-
tion of a building if the building is a permissible target, and the UAV has motive, 
means, and opportunity to destroy the building.  When the autonomous UAV system 
determines whether or not to attack a given building, it seeks justification for a formula 
of the form , .  In other words, before taking action, the 
system proves that the building is a valid target.  Any proof will be based on informa-
tion from all five ontologies, so the way in which data is incorporated is particularly 
important to the correct realization of the targeting policy. 

,

,  (14) 

 the other direction), the d

slation graph. 

7.2. The Translation Graph 

The translation graph shown in Figure 2 relates the five ontologies described in §7.1.  
The five signatures shown with solid borders in the translation graph are those of the 
five ontologies, while ones shown with dotted borders are intermediate signatures.  The 
incremental modifications of the translation graph are depicted with directed edges.  
Though the operations are reversible (e.g., adding a functor in one direction is the same 
as removing it in irected paths in this graph illustrate the like-
ly flow of information between the five ontologies.  The construction of the translation 
graph is relatively straightforward, and we will not detail each individual edge.  How-
ever, we note below several important characteristics of the tran



Recording Inexpressible Axioms.  None of Axioms (10)–(14) is expressible in any of 
the five ontologies; each uses vocabulary terms from two or more of the ontologies.  
For instance, Axiom (11) uses  from the Known Insurgent Locations on-
tology,  from the MMOI ontology, and  from the Geos-
patial ontology.  This would present a problem if these axioms had to be stored as dec-
larative knowledge in a single ontology, but the PBSI approach allows each of these 
axioms to be a bridging axiom expressible in an intermediate signature. 

Figure 2.  The translation graph relating the five ontologies. 



Multiple and Indirect Connections.  Although the translation graph is connected (i.e., 
between any two of the five ontology signatures there is some path), there are not direct 
paths connecting every pair of the five main ontologies.  For example, there is no direct 
path between the UAV Capabilities ontology and the Known Insurgent Locations on-
tology; they are connected only by a path through the MMOI ontology.  Furthermore, 
there are multiple paths between some of the signatures.  For example, there is a direct 
path between the Geospatial ontology and UAV Data ontology, and another path 
through the MMOI ontology. 

Relations Using Auxiliary Information.  Some of the ontology relationships are ex-
pressed using auxiliary information drawn from other ontologies.  For instance, there is 
a path from the Geospatial ontology to an intermediate signature in the (directed) path 
from the UAV Data ontology to the MMOI ontology.  The influence from the Geospa-
tial ontology allows intermediaries between the UAV Data ontology and the MMOI 
ontology to use vocabulary from the Geospatial ontology (viz., ) to 
convert from the UAV Data ontology’s  to the MMOI ontology’s .  In 
general, this technique enables various kinds of data transformations, such as mappings 
between datatypes (e.g., times, coordinate systems), and between individuals and their 
characteristics (e.g., a person and his/her phone number). 

7.3. Provability-Based Queries 

Suppose the Geospatial ontology is populated with the information presented in Table 
6.  Specifically, there are five buildings in the database, labeled  through , consist-
ing of two office buildings, a factory, a school, and an apartment building.  The table 
also describes which pairs of buildings are adjacent.  Further, suppose that a UAV is 
within range of these buildings and has sufficient firepower to destroy any building 
except  (this data is present in the UAV Capabilities ontology). 

The UAV’s response to an insurgent’s occupation of the factory —i.e., whether 
the UAV will target —can be determined using a provability-based query.  The con-
sequent of the quer escribed in §7.1.5, 
the response should eans, opportunity 
to destroy  and it is permissible to do so.  The data contained in the UAV Capabili-

e.  Howeve
t is not perm mous UAV

 

m the current 
knowledge (see Figure 3). 

Table 6.  Sample geospatial data. 

Label Classification Notes 
B   Factory Adjacent to B  
B   Office Building Adjacent to B  
B   Office Building Adjacent to B  
B   School Adjacent to B  
B   Apartment  

 

y is ,  and, as d
 be affirmative if and only if there are motive, m

ties ontology, augmented with knowledge from the Geospatial ontology, entail the 
UAV’s means and opportunity.  Knowledge of the insurgent’s location, viz., that the 
insurgent is in , yields motiv r,  is adjacent to , and since  is a 
school, i issible to target .  Thus, the autono  system will fail 
to prove that it ought to target , and so the UAV will not be commanded to target . 
Slate [29]—the reasoning system used for this example—answers the query with a 
counter-model demonstrating that the consequent does not follow fro



Were it the case that the insurgent occupies instead the office building , which is 
adjacent only to another office building, the autonomous system would conclude that it 

cupied building.  The consequent of this second query 
would be , and it is logically entailed, as Slate de-

 techniques to meta-
leve n

g

Figure 3.  A counter-model has been found in Slate, thus denying that the UAV should target . 

is permissible to destroy the oc

monstrates with a deductive proof (see Figure 4). 

8. Future Work 

We now turn to three topics for future work: applying PBSI-related
l knowledge representation artifacts; automating the constructio  of translation 

graphs; and addressin  scalability issues that may arise in larger applications. 

Complex Knowledge Artifacts.  Provability-based queries require accompanying justi-
fications, and in our approach, we use formal proofs and models.  However, just as 
propositional content in one ontology can have semantic consequences in another, so 
too proofs and models in one formalism can have consequences in another.  Thus, there 
is a need for research toward information sharing and joint reasoning over these meta-
level constructs.  Results in this area would have practical as well as theoretic value; for 
instance, they would address the need for sharing arguments and possible models of the 
world, which was exposed by the IKRIS multi-system tests (§6.1). 



Figure 4.  A proof has been found in Slate, thus confirming that the UAV should target . 

Auto
joint reasoning, specifically by using translation graphs and bridging axioms.  The 
proc m

r examples that we have presented 
here, but guaranteeing scalability will require further research into distributed reason-
ing, parallel reasoning, and into ways to compartmentalize reasoning whenever possi-

ability also include treating other sophisticated aspects of the systems 
involved, e.g., allowing inconsistency within individual systems, and accurately 

mation.  We have demonstrated that PBSI can achieve information sharing and 

ess of extracting bridging axioms from translation graphs has been auto ated, but 
there remains a pressing need to automate fully the construction of translation graphs.  
Because translation graphs are ultimately software artifacts, the task of automatic con-
struction is, in effect, the challenge of automatic programming [52]. 

Scalability.  The PBSI approach works in the smalle

ble.  Issues of scal

representing partial information [53]. 

9. Conclusion 

We have described an approach toward semantic interoperability, particularly toward 
information sharing and joint reasoning, that is based on translation graphs and bridg-
ing axioms.  Through discussion of illustrative uses (§6) and a capstone example (§7) 
we have shown some of the key features of this approach, viz.: it is logically based, 
preserves asymmetry in translation, captures semantic consequences even when transla-
tion is impossible, it can capture semantic statements that could not be expressed in any 



single ontology to be captured as bridging axioms, relationships between ontologies 
may involve any number of ontologies, and ontologies may be related in multiple ways. 

Future work on PBSI includes: extending the approach to share and reason about 
complex knowledge and reasoning artifacts, such as proofs and models; automating the 
most labor intensive part of the process, i.e., constructing translation graphs; and ad-
dressing scalability issues by distributing the reasoning process, and accurately 
representing nuances of the systems involved in that distribution. 
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