
chapter 4

Systematicity and intentional realism
in honeybee navigation

Michael Tetzlaff and Georges Rey

1. introduction

Do animals really have intentional states, or is intentional ascription merely
a convenient instrument for predicting their behavior that involves no
commitment to the reality of those states? One way to give substance
to this question is to consider the recent debate between “classical” and
“radical connectionist” approaches to cerebral architecture. According to
the classical, realist theory of cognition, championed by Fodor (, ),
cognitive processes consist of computations defined over causally effica-
cious, syntactically specified representations, for example sentences in a
“language of thought,” whose syntactic structure preserves the content of
those representations compositionally: representations are either simple or
complex, the complex ones being composed by concatenation of the sim-
ple ones in such a way that the semantic properties of the complex are a
function of the semantic properties of the simple. The main rival to classi-
cism is (non-implementational, or “radical,” “distributed”) connectionism,
which proposes instead that cognitive processes are computations defined
over syntactically simple, distributed representations, for which the con-
stituency relation is certainly not concatenative, nor standardly composi-
tional. Indeed, in contrast to classical machine architectures, connectionist
architectures standardly do not make available to an organism recom-
binable representations that might be stored in memory and deployed at
different times for different tasks. This air of unreality about internal rep-
resentations can lend support to the aforementioned instrumentalism, as
in Dennett (, a).

This essay is largely a distillation of Tetzlaff ().
 The lines are not always drawn quite so sharply; see, e.g., Horgan and Tienson () and McLaughlin

() for discussion.
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Systematicity and intentional realism 

The main literature debating these issues (e.g., Fodor [], Fodor and
Pylyshyn [], Marcus [], and Smolensky []) has focused largely
on human beings and the apparent systematicity of their thought. As we
will understand it, systematicity may be characterized thus:

(SYS) Ceteris Paribus:
x is sensitive to the content [p] iff x is sensitive to F[p],

the square brackets indicating the content of the expressions they enclose
(see section .), and “F[p]” any permissible, formal permutation of [p].

The most obvious case of syntactic structure is logical structure. Thus,
someone understands [If Bill goes, then Ann or Jill stays] iff she under-
stands, for example, [If Ann stays, then Jill or Bill goes]. An example closer
to the bee examples we will discuss is: x understands [Ann is north of
Bill] iff x understands [Bill is north of Ann]. Fodor () argues that
this condition is patently satisfied by normal, linguistically competent
adults.

Fodor’s discussion focused, however, largely on human linguistic
competence. This unfortunately confounded the discussion with issues
about the systematicity of natural language, which, arguably, provides a
special medium for peculiarly human thought (see Dennett [a]). We
propose to control for this confound by considering the recent literature on
honeybee navigation. After a brief discussion of some background issues
(section ), we will summarize some of the substantial research on hon-
eybees’ remarkable abilities to navigate and to convey information about
various resources to other bees by means of their “waggle dance” (section ).
We will argue (section ) that an examination of those abilities reveals that
the processes underlying them are systematic, that this systematicity is best
explained by presuming that honeybees implement some sort of classical
language of thought (section ), and that this explanation needs to be
understood realistically (section ).

 The formal permutations are, of course, of the natural language expressions that express the propo-
sitions. We assume that a law like (SYS) is intensional (with an “s”), relating properties consisting of
these propositions, and thus sensitive to how those propositions are expressed, but that nothing in
the present discussion depends upon working out the details of this (we will discuss other features
of (SYS) in section .).

 Fodor and Pylyshyn () occasionally allude to non-linguistic cases, but do not develop them in
detail.
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 The philosophy of animal minds

2. background philosophical issues

2.1. Intentional content

Claims like:

() The bees learned that the feeder is m east of the hive

are common in the literature on bee and insect navigation generally. Taking
such claims at face value, we will assume what they presuppose, that the
relevant behavior of bees requires intentional explanation (i.e., explanation
in terms of some sort of representations of “information” – e.g., regarding
properties, objects, and locations – that is at least indirectly indicated in
English by “that . . .” clauses towards which organisms bear some or other
“propositional attitude”). Following philosophical practice, we will refer to
such “information” as intentional content, which we designate by enclosing
expressions that express that content in square brackets (e.g., “cats snore”
expresses the content [Cats snore]). We will avoid the more common rubric
of “meaning” in view of its entanglement with issues of natural language
and speech pragmatics; and when we do use the term “information” we
intend it as synonymous with “intentional content,” without its sometimes
misleading association with the purely physical notion (roughly, negative
entropy) that goes by the same name, and, so far as we can see, has little
to do with the present discussion. Other than claiming that intentional
content is what representations are “representations of,” we have no good
definition or theory of it, and suspect no one else so far has either.

Of course, a problem of enormous significance and difficulty for psy-
chology in general is how to characterize precisely the intentional content of
representations. We suspect that any expert on bee cognition would admit

 N.b., the objects or properties may or may not be real. We want to leave it an open question whether
bees actually do succeed in representing actual objects in real space, a controversial issue between
“internalists” and “externalists” about intentionality; see G. Evans (), Fodor (), and Rey
().

 We remain completely neutral about just what these attitudes might be (e.g., whether they are
“beliefs” and “desires” or perhaps more technically defined attitudes, such as “cognize”). There is, of
course, no presumption that the attitudes are the least bit conscious.

 Dretske () and Fodor () have tried to introduce notions that look to both the physi-
cal and the intentional notions, and it is certainly not implausible to suppose (what we think
researchers routinely suppose, see Gallistel []) that some intentional content is determined by
some sort of “informational,” covariation relation. However, precisely how to specify that relation
is open to considerable controversy (see Loewer []), and so we shall not presuppose such views
here.

 Pace Quine () and his followers, we do not see this as an occasion for despair. Plenty of notions
have proved indispensable to science despite resisting clear definition for centuries – consider the
notions of “limit” and “infinitesimal”!
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Systematicity and intentional realism 

that there is a sense in which () could be true, even though the precise
content of the bees’ representations would not be [the feeder is m east
of the hive]. Bees, after all, probably do not entertain representations with
the specific content [feeder] or [m]. So how are we to understand con-
tent attributions such as those involved in such claims? We do not pretend
to have any adequate answer to this question. Indeed, we think the answer
can only be approached by considering in ever finer detail the work ascrip-
tions of content will do in explaining phenomena like that of perception,
reasoning, decision-making, and animal navigation, such as that of bees,
along lines we pursue here.

It will help, however, to note a distinction between so-called “de re”
and “de dicto” ways of reporting (or ascribing) intentional states. A dog
might bark at the mailman, and, to a first approximation, that might be
explained by saying that the dog thought the mailman was a threat. But
this would not ordinarily be taken to imply that the dog really represented
the mailman as a mailman, that the dog had the remotest concept or
conception of the man as a carrier of mail. The dog was presumably just
barking at the man who we, the ascribers, know to be the mailman. Such is
a de re (or “of the thing”) ascription, as opposed to a de dicto (or “in those
very words”) one, which would attempt to characterize the actual way the
dog, itself, represented the man. But, of course, this latter is, at this stage
of our knowledge, immensely difficult to determine. We will not attempt
to determine such questions in the case of the bees, but will by and large
restrict ourselves to what we take to be the de re ascriptions intended by
the researchers in the area. And, even then, our descriptions (as those of
the researchers) must be taken tentatively, since even saying exactly what
actual thing (if any) – a hive, a foraging site, the azimuth of the sun, optic
flow, an angle number – a bee might be representing may not be easy
to determine. For example, it is possible that bees do not represent their
hive per se. Rather, they may represent only various parts or features of it,
while lacking a representation of the entire structure. A proffered object
or property may be a sub-instance of a larger category to which the bee is
sensitive: perhaps it is not [hive], but maybe [oval solid]. It is even possible
that the extensions of many or all bee mental-representational constituents
do not include anything external to bees at all: they could turn out to be
“lucky” (though not accidentally successful) hallucinators (cf. fn. ). One

 Consequently, we will not be committed to whether the relevant intentional content is “conceptual”
or not.

 Issues of error of course raise the “disjunction” problem discussed by Kripke () and Fodor (),
which we mercifully will not address here. See Pietroski and Rey () for a way of dealing with it
consonant with the present discussion.
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 The philosophy of animal minds

does the best one can. We do think, however, that our conclusions about
systematicity will not turn on determining at this point precisely which
of alternative de re or de dicto ascriptions are appropriate: we think bees’
sensitivities are systematic whichever of them (within plausible bounds) is
correct.

2.2. Features of (SYS)

A number of features of (SYS) bear emphasis:
(i) As a ceteris paribus law, it is open to apparent exceptions, especially

those due to the interference of independently identifiable factors,
such as distraction, fatigue, or worldly anomaly (perhaps it is too
preposterous to think that Ann stays). We assume the issues here
are typical of macro-scientific laws (cf. Pietroski and Rey []), and
afford a reply to the apparent exceptions raised by, e.g., Dennett (a)
and Kaye ().

(ii) As a law, (SYS) presumably supports counterfactuals that are entailed
by it. Thus, a system is not systematic if it just happens to be sensitive
to F[p] iff it is sensitive to [p]. The proverbial primates randomly
typing on a typewriter are not systematic simply because, in time,
they will produce “F[p]” iff they produce “p.” (This feature is rele-
vant in considering defenses of connectionist rivals to classicism; see
section  below, and Fodor and McLaughlin [].)

(iii) We do not address here the question of precisely how systematic
honeybee cognition is overall. Perhaps some cognitive systems are
modularized (see Fodor []; Carruthers []) and representations
from one module cannot be permuted with representations from
another. Or perhaps systematicity breaks down for bizarre possibilities:
a dog might be able to represent [there is no water in the dish or people
are in the room], but have trouble with [there are no people in the dish
or water is in the room] (cf. Kaye []). Our claim will be merely
that there is a significant domain in which (SYS) is true for bees.

3. the honeybee data and systematicity

In the next nine sections, we will describe some of the most relevant
experiments and data for establishing the reality of classical representations
in honeybees, and argue that they have systematically related navigational
capacities.

 For rich, recent reviews of the data on honeybee psychology, see Giurfa () and Menzel and
Giurfa ().
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Systematicity and intentional realism 

3.1. The waggle dance

Perhaps the best known and most remarkable fact about bees is their
waggle dance, about which the following seems to be true (modulo the
aforementioned difficulties of intentional ascription). Bees perform this
dance in front of other bees upon returning to their hive after their forag-
ing expeditions for various useful items (e.g., nectar, pollen, resin, water,
and potential new nest sites). The dance encodes the relative location of
their hive and a recent foraging site in terms of the distance and direction
between them. The bees estimate distance flown primarily by monitoring
optic flow, or image movement across the retina (Dacke and Srinivasan
[]), and they estimate direction principally by means of their solar-
compass mechanism (see section .). Dances consist of multiple, straight
waggle “runs,” followed alternately by a clockwise or counterclockwise
loop back to the start of the next run. The duration of the run corre-
sponds to the distance to the site, and the angle of the run with respect
to gravity corresponds to the site’s direction relative to the current solar
azimuth (the compass direction of the sun) (Dyer []). For example,
a vertical run indicates that the direction to the site is toward the current
azimuth; a run ◦ right of vertical indicates that the direction is ◦ right
of it. Recent experiments have shown that the information encoded in
waggle dances is effectually transferred to the bees that respond to them
(Riley et al. []).

It is important to note the cognitive difficulty confronting a bee produc-
ing or decoding a dance. Apis mellifora foragers dance in darkness on the
vertical surface of a hive comb. The dancer has to “translate” orientation
with respect to solar cues, no longer available in darkness, into orientation
with respect to gravity. Moreover, they are able to do this often hours or
days later than their original foraging flight, correcting the dance to allow
for the intervening changes in the solar azimuth (see Lindauer []). The
bees that respond to the dance have to decode this updated dance, deter-
mining where to fly. It is hard to underestimate the significance of these
facts: they seem to require the bees to be able to integrate and access highly
specific information about spatial relations, and translate it from one mode
of presentation (dances oriented to gravity) to another (representations of
the solar azimuth), with the former being carefully updated to keep track of
the latter. On the face of it, it is hard to see how they could accomplish this
without highly articulated representations of space and of various objects
(a site, a hive, the sun) within it, representations that, moreover, would
appear to have constituent structure, as we think the following facts about
their abilities reveal.
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 The philosophy of animal minds

3.2. Vector navigation

The ability to navigate by path integration is ubiquitous in animals from
insects to humans (Gallistel []). Path integration is the process by
which an animal continually updates the current distance and direction
from its present location to its departure point, solely by monitoring its
angular and linear displacements. Such a process explains a wide number of
phenomena observable in bees: their ability in featureless terrain to home
directly toward the hive after performing a circuitous flight (Chittka et al.
[]); their ability to retain a course over featureless terrain after having
been blown off it by strong crosswinds; and their performing extensive
search flights, periodically returning to the origin of the search flight, even
in the absence of sensory cues marking its location (Reynolds et al. []).
It also explains how the waggle dances of foragers trained to follow a detour
around a large obstacle nonetheless indicate the straight-line direction from
the hive to the foraging site.

The extent to which honeybees rely on distance and direction informa-
tion is clearly manifest in their performance of vector flights. Harmonic-
radar experiments have shown that honeybees trained to a single established
feeding station will navigate by relying on learned vector information, tend-
ing to disregard landscape cues (Riley et al. []; although, as we will
see, they do rely on these sometimes as well). After such training, honey-
bees captured at the feeder after filling their crops, and soon released at
an unfamiliar location, will fly a vector that would have taken them from
the feeder to the vicinity of the hive had they not been displaced. They
will do so despite the presence of conspicuous landmarks not present along
their trained route. The converse also holds: if the bees are captured when
preparing to depart from the hive, then, once released at an unfamiliar
location, they will fly a vector that otherwise would have taken them from
the hive to the vicinity of the feeder.

A good example of vector integration is afforded by “shortcut” behavior,
which Menzel et al. () have observed bees exhibit between familiar
locations other than the hive. Harmonic radar tracked the bees over the
entire course of their flights. One group of bees was trained to a feeder
situated m east of the hive. They were captured at the feeder after they
filled their crops, and released at a distant location. They then performed a
vector flight that otherwise would have led them to the hive. Having unex-
pectedly arrived somewhere other than the hive, and finding themselves
lost, they began an extensive search. Eventually, the bees encountered a
familiar landmark, the location of which, in relation to the hive, they had
previously learned (presumably by path integration) while exploring the
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experimental area. Many of the bees then flew directly to the hive, even
though they may not have previously flown directly to the hive from the
relevant landmark. And many of the bees flew to the feeder instead by a
completely novel route! Furthermore, no sensory cues were available to the
bees that would have enabled them to locate the feeder from the location
of the landmark on the basis of previous learning. Apparently, these bees
recalled both the distance and direction to the hive from the familiar land-
mark, the distance and direction of the hive to the feeder, and integrated
those memories in order to set their course.

3.3. The solar ephemeris

As we mentioned, honeybees compute direction by exploiting the solar
azimuth, which they use as a reference point in order to set and hold a
compass course. They are also able to use the sun-linked pattern of polarized
light in blue sky to locate the azimuth when the sun is blocked from view.
Because the sun moves in relation to the landscape, a bee’s returning to a
familiar site at different times of day requires its flying at different angles
in relation to the azimuth, so it must be able to estimate how much the
azimuth changes during the relevant time spans. This in turn requires the
organism to be informed about the time of day (information provided by
its circadian clock), and to have a record of the solar azimuth as a function
of time of day. Such a record is called a solar ephemeris.

The solar ephemeris varies with time of year and latitude. Hence,
although sensitivity to the solar azimuth seems to be innate (see Dyer
and Dickinson []), the current ephemeris for a particular locale must
be learned. Complicating matters is the fact that the rate of change of the
solar azimuth varies with time of day, and the fact that the solar ephemeris
must be learned quickly, since a honeybee lives on average for only about
ten days after it becomes a forager, making few exploratory flights before
beginning to forage.

The solar ephemeris learning mechanism produces a record that allows
bees to estimate fairly accurately the azimuth of the sun at times when they
are not seeing it, due to heavy overcast, or have not ever seen it, due to
controlled, limited exposure (Dyer and Dickinson []). Perhaps most
remarkably, their solar ephemeris allows bees to estimate the solar azimuth
at night – and this is true not only for nocturnal, but also diurnal, foragers.
Dyer () observed the waggle dances of Apis dorsata after night flights
to known foraging locations. Some of the recorded dances occurred about
three hours after sunset, some before dawn, and both fairly accurately
indicated the actual solar azimuth (the accuracy at night seems to be less
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 The philosophy of animal minds

good). Lindauer () trained a colony of diurnal foragers to feed at a
station to the south during the one-hour period after sunrise and to feed
at a station to the east during the one-hour period before sunset, and
then stimulated the bees to perform waggle dances at night. Apart from a
few hours around midnight, the dances approximately indicated the solar
azimuth.

3.4. First systematicity hypothesis

We will now propose our first systematicity hypothesis. Crucially, the solar
compass mechanism, which allows bees to represent hive-to-site solar bear-
ings, also allows them to represent site-to-hive solar bearings. It provides
them with a general capacity sufficient for the possession of numerous, more
specific capacities, such that possession of that general capacity, together
with one of the specific capacities, nomologically guarantees possession of
the others. Thus, for any solar bearing α, bees have the capacity to repre-
sent the solar bearing from a particular familiar site to the hive, when that
bearing is α iff they have the capacity to represent the solar bearing from
the hive to that site, when that bearing is α; that is:

Ceteris paribus: A honeybee is sensitive to the content
[the solar bearing of foraging site S from the hive is α]

iff it is sensitive to the content
[the solar bearing of the hive from foraging site S is α].

Our case for this hypothesis does not rely solely on the apparent nature
of the honeybees’ solar ephemeris. Thus, a feeder at a fixed distance from
the hive could be slowly moved to a place ◦ from its original one, the
bees all the while updating their representations of the feeder’s location (see
section .).

3.5. Landscape cues

Neither bees nor other animals rely on path integration alone. Small path
integration errors accumulate, so it is quite useful to be able to compare
and perhaps correct information provided by the current output of the
path integrator with information about the previously learned locations
of stable landmarks. It is also quite useful to be able to override default
reliance on learned vector information (section .). Instead of just flying
off willy-nilly on the basis of where you think you are, it might pay to
verify where you are first.

 For more on nocturnal dances, see Edrich (), von Frisch (), and Lindauer ().
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In fact, when surreptitiously displaced and released, honeybees do not
always fly the vector they otherwise would have flown, but instead rely on
familiar landscape features in order to set their course. Menzel et al. ()
introduced honeybees to an unfamiliar area and trained them to forage at
two distant feeding stations: at one, M, southeast of the hive, only in the
morning, and at the other, A, northeast of the hive, only in the afternoon
(see diagram ).

A (afternoon feeding station)
H (Hive) R (release site)

M (morning feeding station)

Diagram 

R is a release-only site, east of the hive, situated between the feeding sites.
Bees were captured either at the hive, H, after arrival from one of the feeders
(hive-arriving bees), at the hive when preparing to depart to the time-
appropriate feeder (hive-departing), upon arrival at one of the feeders, or
while preparing to depart from one of the feeders. They were then displaced
to one of the other sites, A, M, or R, where they were released. Bees of
every group that were captured in the afternoon and released at M were
able to fly toward the hive upon release. The hive-arriving bees and hive-
departing bees captured in the morning and released at A also flew toward
the hive upon release. These bees seem to have been able both to recognize
their location of release and to recall the appropriate homeward direction:
instead of flying along the vector they otherwise would have flown, they
relied on familiar landscape features in order to set their course. This is
particularly significant in considering the richness of the representational
system the bees must use, since it must perforce be one that is capable of
integrating the aforementioned representations of direction and distance
with arbitrary information about things or properties at various locations
at various times.

3.6. Conflicting information about the same place

These results of Menzel et al. () illustrate another important feature of
bee navigation, the ability to refer to the same place and resolve conflicting
information about it. This is not an ability that a creature comes by
automatically by merely having two representations that as a matter of

 This ability is also manifest in the way bees update their information about the location of a familiar
site in relation to local landmarks (see Wei et al. []).
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 The philosophy of animal minds

fact refer to the same place. After all, they might represent hive- as a
certain point in a vector integration and hive- as something to the left
of a tree, and not represent hive- as identical to hive-, even when it
is. However, as we are about to argue, it would be difficult to explain the
actual navigational abilities of bees if we could not assume that they are able
to integrate information about the same place as the same place, resolving
conflicts that might arise in that information.

Menzel et al.’s results suggest that the displaced bees represented the two
foraging sites and the hive in the same way in which they represented them
during previous foraging excursions after they had filled their crops. Neither
their having just flown to the foraging site nor their having fed there (or fed
at all) was necessary in order for them to call up the appropriate homeward
bearing. Likewise, when released at previously unvisited Site R, both hive-
departing bees and hive-arriving bees were able to adopt the novel R-to-H
flight-path, regardless of time of day. As Menzel and colleagues argue,
these novel-shortcut bees seemed to recall both site-to-hive directions and
“averaged” them to obtain the novel R-to-H direction (see Tetzlaff []
for discussion). Thus, those bees must have represented the hive and the
two known sites in the same way in which they had on previous foraging
excursions. Otherwise, it would be hard to see how they could treat both
(or either) of their learned site-to-hive directions as relevant to the task of
returning to the hive from R.

Bees can also resolve conflicting information about what to do at partic-
ular places. For example, Zhang et al. () demonstrated that honeybees
can be trained to reverse their choice preference, both at the hive and at the
feeder, depending on time of day. In one experiment, the same bees learned
both (i) to choose, in the morning, a black–white “sector” (or “pinwheel”)
pattern, over a black–white concentric rings pattern, at the feeder, and
then to choose a black–white vertical grating over a black–white horizontal
grating upon arrival back at the hive, and (ii) to choose, in the afternoon,
the rings pattern over the sector pattern, at the feeder, and then to choose
the horizontal grating over the vertical grating at the hive.

In another experiment, bees learned both (i) to choose, in the morning,
a horizontal grating over a vertical grating at the feeder, and then to
choose a vertical grating over a horizontal grating at the hive, and (ii) to
choose, in the afternoon, the vertical over the horizontal grating at the
feeder, and then to choose the horizontal over the vertical grating at the
hive.

Bees appear to have a general ability to vary parameters in a pattern
independently of any specific task.
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3.7. Second systematicity hypothesis

The capacity of bees to reverse their choice preferences, presumably over
a wide range of stimulus cues, provides us with a family of systematicity
hypotheses, such as:

Ceteris Paribus: A honeybee is sensitive to the content
[Choose A at the feeder and B at the hive]

iff it is sensitive to the content
[Choose B at the feeder and A at the hive].

Thus, provided that a bee can learn to choose A over B at one time while
performing a certain task at a certain place (e.g., returning home in the
morning), it can learn to choose B over A at another time while performing
that same task at that same place. Furthermore, it seems that the bees would
represent the relevant place (e.g., hive) as the same place, regardless of time
of day and the choice to be made.

3.8. Sequence learning

The generality and richness of the honeybee’s navigational abilities is fur-
ther manifested in its ability to remember various kinds of sequences per
se, as opposed to the capacity merely to remember different items recalled
sequentially via trigger-response mechanisms. Honeybees have the capac-
ity to remember a sequence of flight vectors like the following: first, fly n
distance units in direction d; second, fly m distance units in direction d∗
(T. S. Collett et al. []).

The same study also showed that bees have the capacity to learn a
sequence of positive visual stimuli, in the process of learning to negotiate a
simple maze. Thus, in order to negotiate the maze, bees learned to choose,
for example, the hole marked with white rather than the one marked with
black in the first chamber, the hole marked with blue rather than the one
marked with yellow in the second chamber, and the hole marked with
vertical stripes rather than the one marked with horizontal stripes in the
third chamber. M. Collett et al.’s () study on the effects of panoramic
context on the performance of route flight segments showed that honeybees
have the capacity to learn route sequences of the form: first, fly distance
n to landmark L, then fly distance m to landmark L∗. For each of these
cases of sequence learning, alternative hypotheses to the effect that the bees
merely recalled separate memories in the correct order can be ruled out
(see Tetzlaff [] for discussion).

use, available at https://www.cambridge.org/core/terms. https://doi.org/10.1017/CBO9780511819001.005
Downloaded from https://www.cambridge.org/core. University of Toledo, on 09 Dec 2019 at 06:33:58, subject to the Cambridge Core terms of

https://www.cambridge.org/core/terms
https://doi.org/10.1017/CBO9780511819001.005
https://www.cambridge.org/core


 The philosophy of animal minds

3.9. Final systematicity hypotheses

Honeybees presumably have the general capacity to represent a wide variety
of each of the above three types of sequences. These general capacities yield
the following systematicity hypotheses:

Ceteris Paribus: A honeybee is sensitive to the content
[Fly distance n in direction d, then fly distance m in direction d ∗]

iff it is sensitive to the contents
[Fly distance n in direction d ∗, then fly distance m in direction d] and
[Fly distance m in direction d ∗, then fly distance n in direction d].

Ceteris Paribus: A honeybee is sensitive to the content
[Fly distance n to landmark L, then fly distance m to landmark L∗]

iff it is sensitive to the contents
[Fly distance m to L, then fly distance n to L ∗],
[Fly distance n to L∗, then fly distance m to L], and
[Fly distance m to L∗, then fly distance n to L].

Ceteris Paribus: A honeybee is sensitive to the content
[Choose white in the first chamber, blue in the second, vertical in the third]

iff it is sensitive to the contents
[Choose white in the first chamber, vertical in the second, blue in the third],
[Choose blue in the first chamber, white in the second, vertical in the third],
and so on.

All of the various instances of systematicity we have proposed support
the generalization:

(BEE-SYS) Ceteris Paribus: For a range of navigational capacities,
a honeybee is sensitive to the content [p] iff it is sensitive to F[p].

To reiterate a point we made at the start (section .), the truth of our
various systematicity hypotheses does not depend upon settling just which
proposals about the precise content of bee states is actually correct. The
candidates we have provided are simply the plausible de re ascriptions
spontaneously provided by the researchers.

Note that systematicity does not imply productivity, or the ability to
recursively generate a potential infinitude of expressions from a given base.
Indeed, for all their ability to permute representations into novel ones,
it appears that no non-human animal has any such recursive ability (see
Hauser et al. []). At any rate, there is so far no evidence that a bee that
can represent a sequence can also represent indefinitely long repetitions
of such a sequence, in the way that even small children spontaneously
can do.
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4. classical vs. connectionist proposals

There is a straightforward explanation of systematicity in terms of classical
cognitive architecture. A classical system is sensitive to the content [p] iff
it is sensitive to F[p] for two reasons. First, the vehicles expressing the
contents [p] and F[p] have the same syntactic structure and the very same
constituents: the syntax-sensitive mechanisms that would be responsible
for tokening [p] are the very same as those that would be responsible for
tokening F[p]. Second, the contents [p] and F[p] are determined by their
vehicles’ syntax and by the contents of their vehicles’ constituents.

Of course, it is possible to rig a classical system so that its capacities are
not systematic (cf. Aizawa []). But it is important to see that rigging
would be required. For a proportion of the possible values of “p” (consider
whatever proportion you think would warrant the label “asystematic”), to
devise a classical system that is sensitive to [p] but not sensitive to F[p]
would require permitting entokenings of representations of [p] while block-
ing entokenings of representations of F[p]. That, however, would prevent
the formation of such a large proportion of syntactically well-defined repre-
sentations that the system would hardly seem to be appropriately classified
as a syntax-driven mechanism, contrary to what classicism requires. Thus,
it is asystematicity, not systematicity, that has to be specifically designed
into classical systems.

On the other hand, we do not have a good idea of how an explanation
of systematicity could proceed in terms of non-classical architectures. Such
an architecture could, of course, produce F[p] iff it produced [p], but
only as a by-product of producing all other patterns, well- or ill-formed,
as well: the systematicity would not be a law (see section . (ii) above).
Such architectures, by design, do not support concatenative syntax. So an
explanation of systematicity in terms of such an architecture will have to
appeal to something other than such syntax.

Smolensky () has shown in principle how a connectionist archi-
tecture could exhibit systematicity. His account requires positing (among

 Particularly in considering navigation, it is almost irresistible to talk about creatures using some
kind of “cognitive map.” We think it is unlikely in the extreme that this talk can be taken at
face value, since it seems to us unlikely that there is literally a map in the brain over which
computations are defined. There might, of course, be in the bee’s brain isomorphisms between,
say, stimulated portions of a visual ganglion and figures in ambient space. But what needs to be
shown is that these isomorphisms are exploited computationally (e.g., the actual spatial properties
of the representation are used to represent properties of what is represented, and are essential to the
success of the computation – see Rey [] and Pylyshyn [, ch. ] for discussion). [Editor’s
note: see Rescorla (chapter ) for a dissenting opinion on the reality of cognitive maps in animals.]
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 The philosophy of animal minds

other things) linearly independent syntactic-role vectors (ordered n-tuples
of activation values) that bind (superimpose) with other representational
vectors, a binding that provides for a sort of functional, non-concatenative
syntax (Horgan and Tienson []). However, this sort of architecture is
capable of exhibiting systematicity only if it is provided with the capacity
to entoken such syntactic-role vectors. For ultimately, syntactic-role vec-
tors must be entokened along with vectors that represent individuals or
properties in order for them to be superimposed. But then not only must
the capacity to exhibit systematicity be specifically built into such an archi-
tecture, but also it must be capable of implementing a classical language
of thought after all. Likewise, all such vectors must be entokened in order
for the system to perform operations on its representations, particularly
if, as we have seen, bees are able to access and update information about
specific parameters across a wide variety of tasks. Of course, Smolensky
argues that none of this is so, since, he claims, weight matrices would be
available that can process vector representations without their constituents
having to be entokened. But we think that this is precisely what he has not
established.

The general lesson is this. Representationalists of any stripe who reject
classicism need to find a way to make their proposed cognitive architectures
behave as if their representations have concatenative structure, even though
they do not. Such theorists either will not succeed, or they will only appear
to succeed either by inadvertently implementing classical representations
or by special rigging (cf. Hadley []). Such “success” may come, but
only at the cost of explanatory power.

5. instrumentalism

Why suppose that honeybees acquire informational content at all? Why
not suppose that attributing content to bees may be nothing more than our
adopting an “intentional stance” (Dennett []) or other “interpretive”

 Indeed, to take an analogy that Smolensky (, p. , n.) himself has drawn, it seems as
improbable that one could implement bee systematicities and information integration without
entokening constituent structure as it would be that one might prove theorems in logic by Gödel
numbers without factoring the numbers into their primes. Note, though, that the presence of
such implementation might not be obvious: the system might seem to be radical connectionist on
the surface, but it could (indeed, arguably must) nonetheless implement a classical structure. To
insist that there is no such classical implementation requires showing a negative existential, which,
notoriously, it is by no means easy to do.

 Editor’s note: see Rescorla (chapter ) for a representational account of the concatenative structure
of cognitive maps.
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kind of understanding (Davidson []) toward their behavior, whereby
they are regarded as “rational,” but about whose actual truth there is no
fact of the matter? Perhaps what we see as the systematic nature of bee
cognition lies merely in our interpretation of the data rather than in any
real mental capacities of bees.

Consider, however, waggle dances (section .), path integration, vec-
tor flights (section .), and the solar compass mechanism (section .).
What is striking here is that there is no question of the bees’ overall
rationality – certainly nothing remotely approaching their appreciating the
deductive closure of their “beliefs” (Dennett [], p. ). As we’ve noted,
their representations, like those evidently of most non-human minds, don’t
seem productive or recursive. Indeed, our ascription of intentional con-
tent to their states, albeit provisional (section .), is not based on any
“norms” of rationality, but rather upon observation of a number of law-
like relations that obtain among, for example, the distances and compass
directions of foragers’ flights to particular sites, the durations and orienta-
tions in relation to gravity of their post-flight waggle runs, and the distances
and compass directions of the flights of bees recruited by those foragers’
dances. Moreover, as the phenomenon of default reliance on recalled flight
vector information shows, these relations can obtain independently of the
current landscape cues encountered during flight – they irrationally ignore
what’s right in front of their noses. For all that, however, honeybees seem to
be able to perform vector-algebraic computations on the relevant informa-
tion (sections ., .), integrate this information with information about
features of the landscape (section .), and resolve conflicts in informa-
tion about the same place (section .). These are precisely the kinds of
phenomena that are explained in terms of computations over stored and
retrieved representations. It is unclear, to say the least, how one might
proceed without them. Unless the interpretivist is prepared to be an instru-
mentalist about all explanation, it behooves him to say why the instrument
works in the specific way it does, and in this case it is hard to see how it
could do so without the states it postulates being real.

 It might be claimed that they obey some sort of practical, decision-theoretic rationality. However,
other than assuming in many of these cases that they navigate towards things they more or less
“want,” we have absolutely no evidence that they, for example, always navigate so as, e.g., to
maximize expected utility. Perhaps some of the navigation is triggered by some stimulus cue and
the poor things find themselves trudging off on a foraging expedition despite a strong preference to
languish in the hive. The point here is that, pace Dennett and Davidson, the intentional ascription
can be made without commitment to any overall rationality of the bees. See Rey (, ) for
further discussion.
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6. conclusion

Honeybees have abilities to navigate as a result of a remarkable integration
of information about distance, time, direction, and the location of a range
of items and landmarks, much of which they can convey to each other in
their famous waggle dance. These abilities display a variety of systematici-
ties regarding distance, solar bearing, and stimulus cues, which we specified
in section . We submit that the best explanation of these abilities and sys-
tematicities is that the bees compute over causally efficacious, syntactically
structured representations, i.e., representations in a “language of thought”
of the sort proposed in classical theories of mental architecture. If this is
so, then it is a reason to think that bees really do have the intentional states
that researchers routinely ascribe to them.
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